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ABSTRACT
This project brings together learning and computer vision to help deaf and hearing people communicate better using sign language. We
propose a system to recognise American Sign Language (ASL) using a built Convolutional Neural Network (CNN). The model was
trained from scratch on a dataset of 5,583 images of 27 hand signs (the alphabet and a blank sign).To make the model better, we resized
images to 64x64 pixels. Used various data augmentation techniques. This system can recognise hand gestures in real time using a
webcam and achieved an accuracy of 87.33% on test data. Such a system can be very useful for real-time translation and making

computers more accessible.

INDEX TERMS— ASL Recognition, Deep Learning, Computer Vision, CNN, Custom Dataset, Image Classification, Real-Time

Detection.

1. INTRODUCTION

American Sign Language Recognition has been a topic of interest
in recent years. It is an area of research that combines computer
vision and neural network science. The goal is to make machines
that can automatically detect gestures. This can help hearing-
impaired people communicate with others. There are sign
languages that use hand shapes and movements as well as facial
expressions to convey information. American Sign Language
Recognition is about creating systems that can understand these
gestures.

This is important for making computers that everyone can use,
including hearing-impaired people. For a time, people used special
image features and machine learning models to recognize sign
languages. However, these systems had problems when the
lighting was different or the background was crowded. They also
had trouble when people made finger poses. Then, deep learning
methods were developed and American Sign Language
Recognition got a lot better. Special Convolutional Neural
Networks were made that can recognize gestures very accurately.
These networks can learn things like how fingers are and how
hands move just by looking at pictures.

If we use datasets and add more data to the system, these models
can be very good at recognizing signs even without using big pre-
trained systems. This has led to American Sign Language
Recognition being used in areas such as assistive technologies,
education systems, translation tools and accessibility solutions.
Even though we have made progress, there are still some
challenges.

For example, American Sign Language Recognition systems can
be affected by changes in lighting or camera quality. Some signs
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look very similar, which can cause problems. There can also be
background noise that interferes with the system.

To make American Sign Language Recognition work in time, we
need systems that are robust, fast and can work for anyone,
anywhere. Researchers are working on improving deep learning
architectures and making image processing faster. They are also
using real-time computer vision frameworks to make the systems
better.

As research continues, American Sign Language Recognition
systems are getting better and better. They are becoming more
accurate, efficient and practical. These systems have the potential
to be a part of assistive technologies and accessible human-
computer interaction systems. American Sign Language
Recognition can really make a difference in people's lives.

2. OBJECTIVE

Goals for the Study of Sign Language Recognition is an area of

machine learning research that seeks to use advanced machine

learning algorithms to recognize the gestures of sign language

(i.e., American Sign Language [ASL]). To do this successfully, a

group of researchers has established the goals of this study as

follows:

e Development of a Custom Dataset — The creation of a
comprehensive database consisting of ASL gestures will be
necessary for the successful use of machine learning
algorithms to recognize all of the gestures of the ASL
alphabet.

e Data Processing and Data Augmentation — To ensure that the
Gesture Recognition model generalizes well and is robust, the
sample images will be processed (normalized and resized to
64 x 64 pixels) and spatially augmented.

e Custom CNN Design — The Gesture Recognition model will
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involve the design and testing of an original CNN
(convolutional neural network) specifically for this
application, rather than using a previously established transfer
learning technique.

e Evaluation of Performance — The performance of the CNN
will be compared to traditional supervised machine learning
classification; in addition, the performance of the CNN will
be evaluated in several different simulated and real-life
situations.

e Integrating Computer Vision with the CNN — The final
trained model will be integrated with computer vision
software designed to detect gestures in real-time.

e Evaluating the Effect of Hyperparameters — The researchers
will evaluate the impact of various hyperparameters (i.e., 16-
epoch training, various learning rates, 25-epochs) on the curve
of the learning process (i.e. learning rate) for the CNN.

e Metrics: Evaluating the effectiveness of systems using
metrics for all aspects (i.e. training and validation accuracy,
losses, precision, recall, etc.) related to system performance.

e  Practical Use: Establishing a framework to demonstrate how
the system can be practically used in assistive technology,
educational tools, and real-time communication systems for
individuals who are deaf and hard of hearing.

e Future Expandability: Building a foundation that will
facilitate the ongoing expansion and adoption of continuous
word generation and sentence recognition in future studies.

e Accessibility: ~ Enhancing modern  computer-human
interactions that facilitate better accessibility across all
individuals and allow for completely inclusive
communication.

Finally, using custom-built deep learning techniques to address

key issues in sign language recognition and improve the

dependability, accuracy, and real-time application of gesture
recognition systems.

3. PROBLEM STATEMENT

e Challenges in building a robust American Sign Language
(ASL) recognizing system are manifold: the communication
gap between people who use ASL and society at large is vast,
calling for efficient ASL to text applications.

e Environmental Variability: The system is based on data
collected from controlled environments. In the real world,
effects such as lighting changes, background clutter and
natural variability in hand movements have drastic impacts on
accuracy.

e Hardware and Data Limitations — Many signs look alike &
most manufacturers use low-quality cameras.

e Face Analysis for Gesture Translation: Developing a model
that can accurately identify and translate different subtle
gestures with speed to be presented in real time is a significant
technical challenge.

e Role of Adaptive Solutions: A fundamental need exists for
flexible infrastructures that can unify diverse users and
locations to seamlessly drive assistive technology,
educational programming, and inclusive human-computer
interfaces.

4. METODOLOGY
Dataset Collection
e Used a custom ASL Alphabet dataset instead of found
datasets.
e The dataset is composed of 5,583 images across 27 classes
(the alphabet A to Z and 'blank' background class).
e Images were collated to give specific, real-world examples
of hand movements in different environments.

glended
TR rEE
Q@ @9 0w dd

n (o] r rr

P q
s t u g w b4 Yy z
Data Preprocessing

e Resize: All images were resized to a common, optimized
size of 64%64 pixels to ensure computational efficiency.

e Normalize: Pixel values were rescaled (normalized) to be
between 0 and 1 to stabilize the neural network.

e Data Augmentation: Applied extensive spatial
augmentations using Keras ImageDataGenerator, including
rotation (20 degrees), width/height shifting (20%), shearing,
zooming (20%), and horizontal flipping. This drastically
increases the generalisation ability of the model against
variations in user input.

e Data Splitting: Converted and split the dataset into training
(80%) and validation (20%) sets.
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Feature Extraction
e Derived key image features required to detect gestures:

+ Shapes of hands and placement of fingers.

Spatial patterns of gestures.

« Edge and texture features.

e This custom Convolutional Neural Network will do the
feature engineering automatically, mapping these visual
patterns all at once without any human intervention.
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Model Architecture

Built a Custom Sequential CNN from absolute scratch (moving

away from pre-trained models like MobileNetV2 for more

control):

e Convolutional Blocks: Three distinct blocks featuring
Conv2D layers (with ReLU activation) paired with
BatchNormalization for stability, and MaxPooling2D to
reduce spatial dimensions.

e Flattening: A Flatten layer to convert the 2D spatial features
into a 1D vector.

e Dense & Dropout Layers: A fully connected Dense layer
(256 units) combined with a Dropout layer (0.5 rate) to
aggressively fight overfitting.

e  Output Layer: A final Dense layer utilizing the SoftMax
activation function to output probability scores for the 27
classes.

Training Strategy

e Optimization: Trained the model using the Adam optimizer
and categorical cross-entropy loss function.

e Hyperparameters: Fit the model over exactly 25 epochs
utilizing a batch size of 16.

e Validation: Continuously fed the 20% validation set into the
model at the end of each epoch to monitor real-time learning
progress and stability.

Model Evaluation

e Assessed the performance of the model using standard
accuracy and loss metrics.

e  Monitored training vs. validation accuracy curves to detect
overfitting.

e Evaluated final model robustness based on achieving a highly
reliable validation accuracy of 87.33%.

Deployment

e Real-time Gesture Detection: I have integrated the trained
model with OpenCV to process the live webcam feeds.

e Generated a 300x300 bounding box around the user's hand
on the screen that tracks their movement (i.e. Region of
Interest — ROI) and is subsequently automatically resized
to 64x64 for feeding into the model.

e Real-time Ul for User: Created an overlay on top of the
video feed that visualized the predicted gesture as well as
confidence level via colour-coded text (red for low, green
for high), and a live confidence percentage bar.

5. MODEL EVALUATION & PERFORMANCE

The proposed ASL Gesture Recognition model was tested
methodically to evaluate its accuracy, reliability, and real-world
efficiency. The primary intention was to verify how well the
custom Convolutional Neural Network (CNN) could categorise 27
distinct classes—the ASL alphabet (A-Z) and a 'blank’ background
state—using image data from a live webcam feed.
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Model Evaluation & Performance

We put our ASL Gesture Recognition model through its paces to
see how accurate, reliable, and efficient it is in the real world. Our
main goal was to see how well our custom Convolutional Neural
Network (CNN) could recognize 27 different categories—the
ASL alphabet (A-Z) plus a 'blank' background—straight from a
live webcam feed.

Evaluation Approach

For our evaluation, we took our custom dataset of 5,583 images
and split it up: 80% (4,478 images) for training the model, and
20% (1,105 images) for validating it. We trained the model over
25 epochs using the Adam optimizer and categorical cross-entropy
for our loss function. At the end of every epoch, we tested the
model against the unseen validation data to make sure it was
actually learning and not just memorizing the training set. We
specifically chose a custom CNN architecture because it is
fantastic at picking up on spatial patterns, edges, and the structural
details found in images.

Quantitative Performance

We looked at standard metrics to measure performance, focusing
mainly on accuracy and loss, while also estimating precision,
recall, and F1-scores. These numbers gave us a clear picture of
how well the network was classifying gestures and how stable it
was.

. Training | Validation
Metric Phase Phase
Accuracy 86.51% 87.33%
Precision (Estimated Avg) 0.86 0.87
Recall (Estimated Avg) 0.86 0.87
F1-Score (Estimated Avg) 0.86 0.87
Loss 0.4297 0.4181

Because the training and validation numbers are so close—with
validation actually doing a tiny bit better—we know the model
genuinely learned the right features without suffering from
overfitting.

Error and Confusion Analysis

No model is perfect, so we also looked closely at where it made
mistakes. While it got the vast majority of the alphabet right, it
occasionally stumbled on gestures that look incredibly similar. For
instance, letters like 'M' and 'N', or 'A" and 'S' have very subtle
differences in finger placement, which sometimes confused the
model. This tells us that while the network is great at picking up
visual cues, it can still get tripped up by tricky finger positions or
bad lighting.

System Responsiveness

Of course, a translation tool isn't very useful if it lags. We tested
the system's responsiveness and inference speed to make sure it
could keep up in real time. Because we efficiently resize the
webcam's capture area down to a lightweight 64x64 resolution, the
model processes each frame almost instantly. It’s snappy enough
for live use and doesn't hog memory, meaning it runs perfectly
smoothly on a standard, everyday computer.
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Overall Performance Summary

All in all, the custom model proved to be highly accurate, blazing
fast, and resource-friendly. Hitting that 87.33% validation
accuracy on live video feeds proves that building a custom CNN
from the ground up is a highly effective way to handle sign
language detection. Hooking the whole thing up to OpenCV made
the system incredibly user-friendly, giving us live testing, a
tracking bounding box, and instant visual feedback right on the
screen.

6. RESULT ANALYSIS

Results indicate that the custom-concatenated CNN we developed
is effective for translating sign language very quickly. By using
the specifically designed training data we generated for our
intended audience, we attained an outstanding validation token
accuracy of 87.33%, confirming that a strong customized design
will exceed standard actor models composed of very large auto-
dataset(s) accumulated over years.

A notable success within the design was our decision to size down
the source webcam’s resolution from a high-frame-rate to a very
lightweight 637 x 637 frame resolution, resulting in a drastic
decrease of the amount of computational power required by the
decoder(s) and thus, resulting in eliminating lag between image
capture and decoding, allowing immediate synonym translation.

The system does have its limitations. Most of the errors produced
by the system, as indicated within our error analysis, occur
because certain letters in the ASL language share closely matching
hand gestures with one another (e.g., “M” v. “N” and “U” v. “V”).
Moreover, the system may confuse gestures due to light quality
changes in the room where the user is attempting to sign, as well
as cluttered backdrops or objects. However, with these relatively
minor obstacles, the system provides a very fast, dependable, and
minimalist resource for breaking physical barriers between people.

7. CONCLUSION

To conclude, this research shows that there is a feasible method of
developing an accurate, up-to-date, and effective model for the
translation of American Sign Language (ASL) in real-time using
a custom-built convolutional neural network (CNN) trained using
a relatively small number of training examples. We have
demonstrated by creating a dataset composed of approximately
5,500 ASL images that it is possible to create a CNN from scratch
that is reliable and accurate using a small number of images due to
the selection of a 64x64 pixel image size, and its integration with
OpenCV allows for high-quality image processing. This research
paves the way for future developments in communication between
humans and computers by creating an easy-to-use and versatile
design. This will benefit the signing community (those who use
ASL to communicate) by providing a method of communicating
with machines and providing the opportunity for individuals who
have previously experienced isolation due to their inability to
communicate via spoken language.
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